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It is our great pleasure to present the fourteenth edition of Database Systems. We are grateful 
and humbled that so many of our colleagues around the world have chosen this text to support 
their classes. We wrote the first edition of this book because we wanted to explain the complex-
ity of database systems in a language that was easy for students to understand. Over the years, 
we have maintained this emphasis on reaching out to students to explain complex concepts in 
a practical, approachable manner. This resource has been successful through thirteen editions 
because the authors, editors, and the publisher paid attention to the impact of technology and 
to adopters’ questions and suggestions. We believe that the fourteenth edition successfully 
reflects the same attention to such factors.

The Approach: A Continued Emphasis on Design
As the title suggests, Database Systems: Design, Implementation, and Management cov-
ers three broad aspects of database systems. However, for several important reasons, special 
attention is given to database design.

•	 The availability of excellent database software enables people with little experience to 
create databases and database applications. Unfortunately, the “create without design” 
approach usually paves the road to a number of database disasters. In our experience, 
many database system failures are traceable to poor design and cannot be solved with the 
help of even the best programmers and managers. Nor is better DBMS software likely to 
overcome problems created or magnified by poor design. Even the best bricklayers and 
carpenters can’t create a good building from a bad blueprint.

•	 Most vexing problems of database system management seem to be triggered by poorly designed 
databases. It hardly seems worthwhile to use scarce resources to develop excellent database 
management skills merely to use them on crises induced by poorly designed databases.

•	 Design provides an excellent means of communication. Clients are more likely to get what 
they need when database system design is approached carefully and thoughtfully. In fact, 
clients may discover how their organizations really function once a good database design 
is completed.

•	 Familiarity with database design techniques promotes understanding of current database 
technologies. For example, because data warehouses derive much of their data from oper-
ational databases, data warehouse concepts, structures, and procedures make more sense 
when the operational database’s structure and implementation are understood.

Because the practical aspects of database design are stressed, we have covered design con-
cepts and procedures in detail, making sure that the numerous end-of-chapter problems and 
cases are sufficiently challenging, so students can develop real and useful design skills. We also 
make sure that students understand the potential and actual conflicts between database design 
elegance, information requirements, and transaction processing speed. For example, it makes 
little sense to design databases that meet design elegance standards while they fail to meet end-
user information requirements. Therefore, we explore the use of carefully defined trade-offs to 
ensure that the databases meet end-user requirements while conforming to high design standards.

Prerequisites
Students using these materials are expected to be familiar with basic system concepts and know 
the difference between hardware and software. Familiarity with basic productivity software 
such as MS Excel and MS Access is useful. Prior programming experience is not required. 

Preface
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Instructors can configure their classes as best suits their resources and pedagogical approach. 
Data modeling can be done with a number of computer resources, some of which are free to 
use, or drawn by hand. Coding problems will require a DBMS. The MindTap resources include 
hands-on programming activities with an embedded MySQL database sandbox for students to 
work in. Other instructors may choose to have each student run their own individual DBMS, 
while still others may choose an instructor-administered central DBMS to which all students 
connect to work. The text supports all of these approaches.

Target Market
The text is written in a comprehensive manner that allows usage at a wide range of academic 
levels. The skills covered in the text are in high demand and are applicable in programs from 
two-year degrees, four-year degrees, graduate degrees, and adult continuing education. They 
are even taught in some specialized high school programs. We have reports of the text being 
used at all of these types of academic venues. The text is written in an easily approachable style 
that starts with the most basic concepts and builds to advanced topics. The modular nature 
of the chapters makes it easy for instructors to adapt the coverage to the level of sophistication 
that is most appropriate for their students.

Changes to the Fourteenth Edition
In many respects, revising a resource like this is more difficult than writing it the first time. If 
the text is successful, as this one is, a major concern is that the updates, inserts, and deletions 
will adversely affect writing style and continuity of coverage. The combination of superb review-
ers and editors, plus a wealth of feedback from adopters and students of the previous editions, 
helped make this new edition the best yet.

In this fourteenth edition, we have responded to the requests and suggestions of numerous 
adopters. The database arena is vast, wonderful, and in constant change. The role of data in 
society and industry is ever increasing, and database and data management technologies are 
constantly changing to address new challenges. To help you address changing learning needs 
as efficiently as possible, we’ve prioritized the following changes in this edition.

Streamlined Coverage
Scope creep is a real challenge because the ingenuity of our industry continually finds new ways 
to solve data problems. In this edition, we have streamlined many tangential topics that, while 
important, are not suitable for the depth of coverage previously provided.

Reorganized SQL
We have reorganized the SQL coverage to make sure basics are covered before introducing 
more advanced topics. This ensures the presentation is easier to follow and avoids overwhelm-
ing students. We start with simple SQL statements to familiarize students with the basic SQL 
syntax and environment. This approach helps students build the confidence to transition to the 
more advanced SQL features and commands. These changes provide a better flow of material.

MySQL Examples
We continue our tradition of supporting multiple DBMS products (MS Access, Oracle, SQL 
Server, and MySQL). In cases where code or concepts are the same in all of these products, we 
have shifted many of the illustrations and examples into MySQL to provide a more consistent 
appearance. In cases where the code is different across products, we have multiple notes and 
alternative examples to clarify the concepts for other DBMS products. It is our intention that 
faculty using any of these products, or none of them, can use this edition seamlessly in their 
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classes. All students will benefit from consistency in the presentation. Faculty that support the 
text by using the coding resources available in MindTap can also integrate the coding problems 
more easily with the text.

Coding Labs in MindTap
The fourteenth edition presents a major step forward in the integration of digital content with 
this resource by providing automatically graded coding labs through the MindTap available 
for this product. The labs allow students to write SQL code in an interactive environment that 
provides immediate feedback on problems.

Here is a summary of key changes in the fourteenth edition:

•	 Streamlined topic coverage, including Big Data technologies
•	 Reorganization of SQL to ensure basics are covered before more advanced topics
•	 Enhanced consistency and support for multiple DBMS products

Topical Organization
The fourteenth edition continues to provide a solid and practical foundation for the design, 
implementation, and management of database systems. This foundation is built on the notion 
that, while databases are very practical, their successful creation depends on understanding the 
important concepts that define them. It’s not easy to come up with the proper mix of theory 
and practice, but the previously mentioned feedback suggests that we largely succeeded in our 
quest to maintain the proper balance.

The Systems View
The title for this text begins with Database Systems. 
Therefore, we examine the database and design con-
cepts covered in Chapters 1–6 as part of a larger 
whole by placing them within the systems analysis 
framework of Chapter 9. Database designers who fail 
to understand that the database is part of a larger sys-
tem are likely to overlook important design require-
ments. In fact, Chapter 9, Database Design, provides 
the map for the advanced database design developed 
in Appendices B and C. Within the larger systems 
framework, we can also explore issues such as trans-
action management and concurrency control (Chap-
ter 10), distributed database management systems 
(Chapter 12), business intelligence and data ware-
houses (Chapter 13), new technologies for Big Data 
(Chapter 14), database connectivity and web technol-
ogies (Chapter 15), and database administration and 
security (Chapter 16).

Note
If instructors want students to complete the hands-on data manipulation assignments 
provided in the text, they need to ensure that students have access to a DBMS product. 
Further, some exercises involving MS Excel or MS Access require a complete version of that 
product. The hands-on coding exercises for MongoDB and Neo4j also require students to 
have access to that software.

1 Database Systems

2 Data Models

Database Concepts

Part 1

Copyright 2023 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



Preface xvii

Database Design
The first item in our subtitle is Design, and our 
examination of database design is comprehensive. 
For example, Chapters 1 and 2 examine the devel-
opment and future of databases and data models and 
illustrate the need for design. Chapter 3 examines 
the details of the relational database model; Chap-
ter 4 provides extensive, in-depth, and practical 
database design coverage; and Chapter 5 explores 
advanced database design topics. Chapter 6 is 
devoted to critical normalization issues that affect 
database efficiency and effectiveness. Chapter 9 
examines database design within the systems frame-
work and maps the activities required to successfully 
design and implement the complex, real-world data-
base developed in Appendices B and C. Appendix 
A is a good introductory tutorial on designing data-
bases with Lucidchart.

Because database design is affected by real-world transactions, the way data is distrib-
uted, and ever-increasing information requirements, we examine major database features that 
must be supported in current-generation databases and models. For example, Chapter 10, 
Transaction Management and Concurrency Control, focuses on the characteristics of database 
transactions and how they affect database integrity and consistency. Chapter 11, Database 
Performance Tuning and Query Optimization, illustrates the need for query efficiency in a 
world that routinely generates and uses terabyte-size databases and tables with millions of 
records. Chapter 12, Distributed Database Management Systems, focuses on data distribution, 
replication, and allocation. In Chapter 13, Business Intelligence and Data Warehouses, we 
explore the characteristics of databases that are used in decision support and online analytical 
processing, including coverage of data visualization and data analytics. Chapter 14, Big Data 
and NoSQL, explores the challenges of leveraging nonrelational databases to use vast global 
stores of unstructured data. Chapter 15, Database Connectivity and Web Technologies, covers 
the basic database connectivity issues in a web-based data world, development of web-based 
database front ends, and emerging cloud-based services.

Implementation
The second portion of the subtitle is Implementation. 
We use Structured Query Language (SQL) in Chap-
ters 7 and 8 to show how relational databases are 
implemented and managed. Appendix M, MS Access 
Tutorial, provides a quick but comprehensive guide to 
implementing an MS Access database. Appendices B 
and C demonstrate the design of a database that was 
fully implemented; these appendices illustrate a wide 
range of implementation issues. We had to deal with 
conflicting design goals: design elegance, information 
requirements, and operational speed. Therefore, we 
carefully audited the initial design in Appendix B to 
check its ability to meet end-user needs and establish 
appropriate implementation protocols. The result of 
this audit yielded the final design developed in Appen-
dix C. While relational databases are still the appro-
priate database technology to use in the vast majority 

7  Introduction to Structured Query  
Language (SQL)

8 Advanced SQL

9 Database Design

Advanced Design and 
Implementation

Part 3

Learning Objectives
After completing this chapter, you will be able to:

9-1 Describe the role of database design as the foundation of a 
successful information system

9-2 Describe the five phases in the Systems Development Life 
Cycle (SDLC)

9-3 Design databases using the six phases in the Database Life 
Cycle (DBLC) framework

9-4 Conduct evaluation and revision within the SDLC and DBLC 
frameworks

9-5 Distinguish between top-down and bottom-up approaches 
in database design

9-6 Distinguish between centralized and decentralized 
conceptual database design

PREVIEW
Databases are a part of a larger picture called an information system. Database designs 
that fail to recognize this fact are not likely to be successful. Database designers must 
recognize that the database is a critical means to an end rather than an end in itself. 
Managers want the database to serve their management needs, but too many databases 
seem to force managers to alter their routines to fit the database requirements.

Information systems don’t just happen; they are the product of a carefully 
staged development process. Systems analysis is used to determine the need for 
an information system and to establish its limits. Within systems analysis, the actual 
information system is created through a process known as systems development.

The creation and evolution of information systems follows an iterative pattern 
called the Systems Development Life Cycle (SDLC), which is a continuous process of 
creation, maintenance, enhancement, and replacement of the information system. 
A similar cycle applies to databases; the database is created, maintained, enhanced, 
and eventually replaced. The Database Life Cycle (DBLC) is carefully traced in this 
chapter and is shown in the context of the larger Systems Development Life Cycle.

At the end of the chapter, you will be introduced to some classical approaches to 
database design, top-down versus bottom-up and centralized versus decentralized.

Data Files available on cengage.com

9
Chapter

Database Design
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of situations, Big Data issues have created an environ-
ment in which special requirements can call for the 
use of new, nonrelational technologies. Chapter 14, Big 
Data and NoSQL, describes the types of data that are 
appropriate for these new technologies and the array 
of options available in these special cases. Appendix P, 
Working with MongoDB, and Appendix Q, Working 
with Neo4j, provide hands-on coverage of using Mon-
goDB and Neo4j, some of the most popular NoSQL 
options. The special issues encountered in an Inter-
net database environment are addressed in Chapter 
15, Database Connectivity and Web Technologies, 
and in Appendix J, Web Database Development with 
ColdFusion.

Management
The final portion of the subtitle is Management. We 
deal with database management issues in Chapter 

10, Transaction Management and Concurrency Control; Chapter 12, Distributed Database 
Management Systems; and Chapter 16, Database Administration and Security. Chapter 11, 
Database Performance Tuning and Query Optimization, is a valuable resource that illustrates 
how a DBMS manages data retrieval. In addition, Appendix N, Creating a New Database Using 
Oracle, walks you through the process of setting up a new database.

Teaching Database: A Matter of Focus
Given the wealth of detailed coverage, instructors can “mix and match” chapters to produce 
the desired coverage. Depending on where database courses fit into the curriculum, instructors 
may choose to emphasize database design or database management. (See Figure  1.)

The hands-on nature of database design lends itself particularly well to class projects in 
which students use instructor-selected software to prototype a system that they design for the 
end user. Several end-of-chapter problems are sufficiently complex to serve as projects, or an 
instructor may work with local businesses to give students hands-on experience. Note that some 
elements of the database design track are also found in the database management track, because 
it is difficult to manage database technologies that are not well understood.

The options shown in Figure 1 serve only as a starting point. Naturally, instructors will tailor 
their coverage based on their specific course requirements. For example, an instructor may 
decide to make Appendix I an outside reading assignment and make Appendix A a self-taught 
tutorial, and then use that time to cover client/server systems or object-oriented databases. The 
latter choice would serve as a gateway to UML coverage.

Part 6

Database Administration

16 Database Administration and Security
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Online Content boxes draw attention to material at www.
cengage.com for this text and provide ideas for incorporating 
this content into the course.

Text Features

31Chapter 1: Database Systems

Online Content
The file structures you see 
in this problem set are 
simulated in a Microsoft 
Access database named 
Ch01_Problems, which 
is available at www.
cengage.com.

Note
The terms data model and database model are often used interchangeably. In this book, 
the term database model is used to refer to the implementation of a data model in a specific 
database system.

2-1 Data Modeling and Data Models
Database design focuses on how the database structure will be used to store and manage 
 end-user data. Data modeling, the first step in designing a database, refers to the process of 
creating a specific data model for a determined problem domain. (A problem domain is a 
clearly defined area within the real-world environment, with a well-defined scope and bound-
aries that will be systematically addressed.) A data model is a relatively simple representa-
tion, usually graphical, of more complex real-world data structures. In general terms, a model 
is an abstraction of a more complex real-world object or event. A model’s main function is to 
help you understand the complexities of the real-world environment. Within the database 
environment, a data model represents data structures and their characteristics, relations, 
constraints, transformations, and other constructs with the purpose of supporting a specific 
problem domain.

data modeling
The process of creating 
a specific data model for a 
determined problem domain.

data model
A representation, usually 
graphic, of a complex  
“real-world” data structure. 
Data models are used in the 
database design phase of the 
Database Life Cycle.

Data modeling is an iterative, progressive process. You start with a simple understanding of 
the problem domain, and as your understanding increases, so does the level of detail of the data 
model. When done properly, the final data model effectively is a “blueprint” with all the instruc-
tions to build a database that will meet all end-user requirements. This blueprint is narrative 
and graphical in nature, meaning that it contains both text descriptions in plain, unambiguous 
language and clear, useful diagrams depicting the main data elements.
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Notes highlight 
key facts about the 
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in the chapter.

A variety of four-color 
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tables, and illustrations, 
clearly illustrate difficult 
concepts.
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1-3 Introducing the Database
Efficient data management typically requires the use of a computer database. A database is a 
shared, integrated computer structure that stores a collection of the following:

• End-user data—that is, raw facts of interest to the end user

• Metadata, or data about data, through which the end-user data is integrated and 
managed

The metadata describes the data characteristics and the set of relationships that links the 
data found within the database. For example, the metadata component stores information such 
as the name of each data element, the type of values (numeric, dates, or text) stored on each 
data element, and whether the data element can be left empty. The metadata provides informa-
tion that complements and expands the value and use of the data. In short, metadata presents 
a more complete picture of the data in the database. Given the characteristics of metadata, you 
might hear a database described as a “collection of self-describing data.”

A database management system (DBMS) is a collection of programs that manages the 
database structure and controls access to the data stored in the database. In a sense, a database 
resembles a very well-organized electronic filing cabinet in which powerful software (the 
DBMS) helps manage the cabinet’s contents.

1-3a Role and Advantages of the DBMS
The DBMS serves as the intermediary between the user and the database. The database struc-
ture itself is stored as a collection of files, and the only way to access the data in those files is 
through the DBMS. Figure 1.4 emphasizes the point that the DBMS presents the end user 
(or application program) with a single, integrated view of the data in the database. The DBMS 
receives all application requests and translates them into the complex operations required to 
fulfill those requests. The DBMS hides much of the database’s internal complexity from the 

metadata
Data about data; that is, data 
about data characteristics 
and relationships. See also 
data dictionary.

database
A shared, integrated 
computer structure that 
houses a collection of related 
data. A database contains 
two types of data: end-
user data (raw facts) and 
metadata.

database management 
system (DBMS)
The collection of programs 
that manages the database 
structure and controls access 
to the data stored in the 
database.

  Figure 1.4    The DBMS Manages the Interaction between the End User and the Database
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End-user
data

End users

End users

Application
request

Data

Application
request Data

DBMS
Database

Management Systems

Single

Integrated
View of datahttp://

Part 1: Database Concepts

73034_ch01_hr_002-032.indd   8 7/26/22   9:52 AM
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a quick review for students.

29Chapter 1: Database Systems

• Cloud databases. Companies can now use cloud database services to quickly add database 
systems to their environment while simultaneously lowering the total cost of ownership of 
a new DBMS. A cloud database offers all the advantages of a local DBMS, but instead of 
residing within your organization’s network infrastructure, it resides on the Internet. See 
more about this topic in Chapter 15.

This book addresses some of these topics, but not all—no single book can cover the entire 
realm of database technologies. This book’s primary focus is to help you learn database fun-
damentals, develop your database design skills, and master your SQL skills so you will have 
a head start in becoming a successful database professional. However, you first must learn 
about the tools at your disposal. In the next chapter, you will learn different approaches to data 
 management and how these approaches influence your designs.

Summary
• Data consists of raw facts. Information is the result of 

processing data to reveal its meaning. Accurate, relevant, 
and timely information is the key to good decision mak-
ing, and good decision making is the key to organizational 
survival in a global environment.

• Data is usually stored in a database. To implement a data-
base and to manage its contents, you need a database 
management system (DBMS). The DBMS serves as the 
intermediary between the user and the database. The 
database contains the data you have collected and “data 
about data,” known as metadata.

• Database design defines the database structure. A 

files, each requiring its own data management programs. 
Although this method of data management is largely out-
moded, understanding its characteristics makes database 
design easier to comprehend.

• Some limitations of file system data management are 
that it requires extensive programming, system adminis-
tration can be complex and difficult, making changes to 
existing structures is difficult, and security features are 
likely to be inadequate. Also, independent files tend to 
contain redundant data, leading to problems of structural 
and data dependence.

• DBMSs were developed to address the file system’s 
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An alphabetic list of Key Terms summarizes important terms.

organization.

• Databases can be classified according to the number of 
users supported, where the data is located, the type of 
data stored, the intended data usage, and the degree to 
which the data is structured.

• Databases evolved from manual and then computerized 
file systems. In a file system, data is stored in independent 

tial problem of islands of information. In addition, the 
DBMS enforces data integrity, eliminates redundancy, 
and promotes data security.

• Knowledge of database technologies leads to many career 
opportunities in the ever-expanding IT industry. There is 
a variety of specialization within the database arena for a 
wide range of skills and expertise.

Key Terms
ad hoc query

analytical database

application programming 
interface (API)

business intelligence

centralized database

cloud database

data

data anomaly

data dependence

data dictionary

data inconsistency

data independence

data integrity

data management
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data processing (DP) specialist

data quality

data redundancy

data type

data warehouse

database

database design

database management system 
(DBMS)

database system

desktop database

discipline-specific database

distributed database

enterprise database

Extensible Markup  
Language (XML)

field

file

general-purpose database

information

islands of information

knowledge

logical data format

metadata

multiuser database

NoSQL

online analytical processing (OLAP)

online transaction processing (OLTP) 
database

operational database

performance tuning

physical data format

production database

query

query language

query result set

record

semistructured data

single-user database

social media

structural dependence

structural independence

structured data

Structured Query Language (SQL)

transactional database

unstructured data

workgroup database

XML database

Review Questions

1. Define each of the following terms:

a. data

b. field

c. record

d. file

2. What is data redundancy, and which characteristics of 
the file system can lead to it?

3. What is data independence, and why is it lacking in 
file systems?

4. What is a DBMS, and what are its functions?

5. What is structural independence, and why is 
it important?

6. Explain the differences among data, information, and 
a database.

7. What is the role of a DBMS, and what are its advan-
tages? What are its disadvantages?

8. List and describe the different types of databases.

9. What are the main components of a database system?

10. What is metadata?

11. Explain why database design is important.

12. What are the potential costs of implementing a data-
base system?

13. Use examples to compare and contrast unstructured 
and structured data. Which type is more prevalent in a 
typical business environment?

14. What are some basic database functions that a spread-
sheet cannot perform?

15. What common problems do a collection of spreadsheets 
created by end users share with the typical file system?

16. Explain the significance of the loss of direct, hands-on 
access to business data that end users experienced with 
the advent of computerized data repositories.

17. Explain why the cost of ownership may be lower with 
a cloud database than with a traditional, company 
database.

Part 1: Database Concepts

Problems become 
progressively more 
complex as students 
draw on the lessons 
learned from the 
completion of preceding 
problems.

Problems

Given the file structure shown in Figure P1.1, answer Problems 1–4.

  Figure P1.1    The File Structure for Problems 1–4

1. How many records does the file contain? How many fields are there per record?

2. 
altering the file structure?

3. 
alter the file structure?

4. What data redundancies do you detect? How could those redundancies lead to anomalies?

xxiText Features
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MindTap® for Database Systems,  
Fourteenth Edition
MindTap for Database Systems, Fourteenth Edition is an online learning solution designed 
to help students master the skills they need to thrive in today’s workforce. Research shows 
employers need critical thinkers, troubleshooters, and creative problem-solvers to stay relevant 
in our fast-paced, technology-driven marketplace. MindTap helps prepare you for that market-
place with relevant assignments and activities including hands-on practice. Students are guided 
through assignments that progress from basic knowledge and understanding to more challeng-
ing problems. MindTap activities and assignments are tied to validated learning objectives.

Additional Resources for Students 
and Instructors
Instructor and student resources for this product are available online. Instructor assets include 
an instructor manual, data files, an educator’s guide, PowerPoint® slides, an image gallery, and 
a test bank powered by Cognero®. Student assets include data files. Sign up or sign in at www.
cengage.com to search for and access this product and its online resources.

For further detail about instructor resources, read on.

Appendices
Seventeen online appendices provide additional material on a variety of important areas, such 
as Lucidchart® and Microsoft Access, ER model notations, UML, object-oriented databases, 
databases and electronic commerce, Adobe® ColdFusion®, and working with newer NoSQL 
databases MongoDB and Neo4j.

Database, SQL Script, JSON Documents,  
and ColdFusion Files
The online materials for this resource include all of the database structures and table contents 
used in the text. For students using Oracle®, MySQL, and Microsoft SQL Server™, SQL scripts 
are included to help students create and load all tables used in the SQL chapters (7 and 8). Text 
documents for importing JSON-formatted documents into MongoDB and a script for creating 
a graph database in Neo4j (Appendices P and Q) are also included. In addition, all ColdFusion 
scripts used to develop the web interfaces in Appendix J are included.

Instructor Manual
The instructor manual that accompanies this course provides additional instructional material 
to assist in class preparation, including suggestions for classroom activities, discussion topics, 
and additional projects.

Solutions and Answer Guide
Answers to the Review Questions, Problems, Database for Life, and Reflection activities are 
provided. Lab solutions are provided separately.

Additional Features

xxii
Copyright 2023 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).

Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



SQL Script Files for Instructors
The authors have provided SQL script files to allow instructors to cut and paste the SQL code 
into the SQL windows. (Scripts are provided for Oracle, MySQL, and MS SQL Server.) The 
SQL scripts, which have all been tested by Cengage Learning, are a major convenience for 
instructors. You won’t have to type in the SQL commands, and the use of the scripts eliminates 
typographical errors that are sometimes difficult to trace.

ColdFusion Files for Instructors
The ColdFusion web development solutions are provided. Instructors have access to a menu-
driven system that allows them to show the code as well as its execution.

Databases
For many chapters, Microsoft Access instructor databases are available that include features 
not found in the student databases. For example, the databases that accompany Chapters 7 
and 8 include many of the queries that produce the problem solutions. Other Access databases, 
such as the ones that accompany Chapters 3, 4, 5, and 6, include implementations of the design 
problem solutions to allow instructors to illustrate the effect of design decisions. In addition, 
instructors have access to all the script files for Oracle, MySQL, and MS SQL Server so that all 
the databases and their tables can be converted easily and precisely.

Cengage Testing Powered by Cognero
Cognero is a flexible, online system that allows you to:

•	 Author, edit, and manage test bank content from multiple Cengage solutions.

•	 Create multiple test versions in an instant.

•	 Deliver tests from your LMS, your classroom, or wherever you want.

PowerPoint® Presentations
This course comes with Microsoft PowerPoint slides for each module. These are included as 
a teaching aid for classroom presentation, to make available to students on the network for 
module review, or to be printed for classroom distribution. Instructors, please feel at liberty to 
add your own slides for additional topics you introduce to the class.

Figure Files
All of the figures in the course are reproduced on the Instructor Resource Site. Similar to the 
PowerPoint presentations, these are included as a teaching aid for classroom presentation, to 
make available to students for review, or to be printed for classroom distribution.

xxiiiAdditional Features

Copyright 2023 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



Regardless of how many editions of Database Systems are published, they will always rest on the 
solid foundation created by the first edition. We remain convinced that our work has become 
successful because that first edition was guided by Frank Ruggirello, a former Wadsworth 
senior editor and publisher. Aside from guiding the book’s development, Frank also managed 
to solicit the great Peter Keen’s evaluation (thankfully favorable) and subsequently convinced 
Peter Keen to write the foreword for the first edition. Although we sometimes found Frank 
to be an especially demanding task master, we also found him to be a superb professional and 
a fine friend. We suspect Frank will still see his fingerprints all over our current work. Many 
thanks.

A difficult task in revising this resource is deciding what new approaches, topical coverage, 
and changes to depth of coverage are appropriate for a product that has successfully weathered 
the test of the marketplace. The comments and suggestions made by adopters, students, and 
reviewers play a major role in deciding what coverage is desirable and how that coverage is to 
be treated.

Some adopters became extraordinary reviewers, providing incredibly detailed and 
well-reasoned critiques even as they praised the topic coverage and style. Dr. David Hatherly, 
a superb database professional who is a senior lecturer in the School of Information Tech-
nology, Charles Sturt University–Mitchell, Bathhurst, Australia, made sure that we knew 
precisely what issues led to his critiques. Even better for us, he provided the suggestions 
that made it much easier for us to improve the topical coverage in earlier editions. All of his 
help was given freely and without prompting on our part. His efforts are much appreciated, 
and our thanks are heartfelt.

We also owe a debt of gratitude to Professor Emil T. Cipolla, who teaches at St. Mary Col-
lege. Professor Cipolla’s wealth of IBM experience turned out to be a valuable resource when 
we tackled the embedded SQL coverage in Chapter 8.

Every technical resource receives careful scrutiny by several groups of reviewers selected 
by the publisher. We were fortunate to benefit from the scrutiny of reviewers who were superbly 
qualified to offer their critiques, comments, and suggestions—many of which strengthened this 
edition. While holding them blameless for any remaining shortcomings, we owe these reviewers 
many thanks for their contributions:

Wael Jabr, Assistant Professor,
Smeal College of Business,
Pennsylvania State University

David Goldberg
San Diego State University

J. Ken. Corley II
Appalachian State University

In some respects, writing books resembles building construction: When 90 percent of the 
work seems done, 90 percent of the work remains to be done. Fortunately for us, we had a 
great team on our side.

•	 We are deeply indebted to Lisa Ruffolo for her help and guidance. Lisa has been a godsend. 
We write what we think, then Lisa helps us turn it into what we meant to say. As authors, 
the Development Editor is our closest point of contact with the publisher. Lisa was imme-
diately in sync with what we were trying to do, our style of writing, and the voice for which 
we strive. Her precision and attention to detail were amazing, and we are deeply indebted 
to her for her invaluable contributions.

•	 After writing so many books and fourteen editions of this book, we know just how difficult 
it can be to transform the authors’ work into an attractive product. The content and pro-
duction teams, both at Cengage (Michele Stulga) and Straive (Arun Kumar Vasu), have 
done an excellent job.
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•	 We also owe Michele Stulga, our content developer, special thanks for her ability to guide 
this book to a successful conclusion, and Danielle Shaw, our technical editor, deserves many 
thanks for making sure all code and technical references were accurate.

We also thank our students for their comments and suggestions. They are the reason for 
writing this book in the first place. One comment stands out in particular: “I majored in systems 
for four years, and I finally discovered why when I took your course.” And one of our favorite 
comments by a former student was triggered by a question about the challenges created by a 
real-world information systems job: “Doc, it’s just like class, only easier. You really prepared 
me well. Thanks!”

Special thanks go to a unique and charismatic gentleman—for over 20 years, Peter Rob 
has been the driving force behind the creation and evolution of this book. This book originated 
as a product of his drive and dedication to excellence. For over 22 years, he was the voice of 
Database Systems and the driving force behind its advancement. We wish him peace in his 
retirement, time with his loved ones, and luck on his many projects.

Last, and certainly not least, we thank our families for their solid support at home. They 
graciously accepted the fact that during more than a year’s worth of rewriting, there would be 
no free weekends, rare free nights, and even rarer free days. We owe you much, and the ded-
ications we wrote are but a small reflection of the important space you occupy in our hearts.

Carlos Coronel and Steven Morris
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Data analysis and requirements

Entity Relationship modeling and 
normalization

Data model verification

Distributed database design*

• Determine end-user views, outputs and transaction 
requirements

• Define entities, attributes, domains and relationships
• Draw ER diagrams; normalize entity attributes

• Identify ER modules and validate insert, update, and 
delete rules

• Validate reports, queries, views, integrity, access, 
and security

• Define the fragmentation and allocation strategy

DBMS Dependent

• Determine DBMS and data model to use

• Define tables, columns, relationships, and 
constraints

• Normalized set of tables

• Ensure entity and referential integrity; define 
column constraints

• Ensure the model supports user requirements

• Define tables, indexes, and views’ physical organization

• Define users, security groups, roles, and access controls

• Define database and query execution parameters

Map conceptual model to logical model 
components
Validate logical model using normalization
Validate logical modeling integrity 
constraints
Validate logical model against user 
requirements

Conceptual
Design

DBMS
Selection Select the DBMS

Logical
Design

Section Stage Steps Activities

Physical
Design

9-5

9-4

9-6

9-7

 * See Chapter 12, Distributed Database Management Systems
  + See Chapter 11, Database Performance Tuning and Query Optimization

Define data storage organization

Define integrity and security measures

Determine performance measures+

DBMS and Hardware Independent

Hardware Dependent

Database Design Process
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Business Rules

	 Properly document and verify all business rules with the end users.
	 Ensure that all business rules are written precisely, clearly, and simply. The business rules  

must help identify entities, attributes, relationships, and constraints.
	 Identify the source of all business rules, and ensure that each business rule is justified,  

dated, and signed off by an approving authority.

Data Modeling
Naming Conventions: All names should be limited in length (database-dependent size).

Entity Names:

	 Should be nouns that are familiar to business and should be short and meaningful
	 Should document abbreviations, synonyms, and aliases for each entity
	 Should be unique within the model
	 For composite entities, may include a combination of abbreviated names of the entities  

linked through the composite entity

Attribute Names:

	 Should be unique within the entity
	 Should use the entity abbreviation as a prefix
	 Should be descriptive of the characteristic
	 Should use suffixes such as _ID, _NUM, or _CODE for the PK attribute
	 Should not be a reserved word
	 Should not contain spaces or special characters such as @, !, or &

Relationship Names:

	 Should be active or passive verbs that clearly indicate the nature of the relationship

Entities:
	 Each entity should represent a single subject.
	 Each entity should represent a set of distinguishable entity instances.
	 All entities should be in 3NF or higher. Any entities below 3NF should be justified.
	 The granularity of the entity instance should be clearly defined.
	 The PK is clearly defined and supports the selected data granularity.

Attributes:
	 Should be simple and single-valued (atomic data)
	 Should document default values, constraints, synonyms, and aliases
	 Derived attributes should be clearly identified and include source(s)
	 Should not be redundant unless they are justified for transaction accuracy,  

performance, or maintaining a history
	 Nonkey attributes must be fully dependent on the PK attribute

Relationships:
	 Should clearly identify relationship participants
	 Should clearly define participation, connectivity, and document cardinality

ER Model:
	 Should be validated against expected processes: inserts, updates, and deletes
	 Should evaluate where, when, and how to maintain a history
	 Should not contain redundant relationships except as required (see Attributes)
	 Should minimize data redundancy to ensure single-place updates
	 Should conform to the minimal data rule:  “All that is needed is there and  

all that is there is needed.”

Database Design Process

Copyright 2023 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



1	 Database Systems

2	 Data Models

Database Concepts

Part 1

Copyright 2023 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



Chapter

1 Database Systems
Learning Objectives
After completing this chapter, you will be able to:

1-1	 Define the difference between data and information

1-2	 Describe what a database is, the various types of databases, 
and why they are valuable assets for decision making

1-3	 Explain the importance of database design

1-4	 Outline how modern databases evolved from file systems

1-5	 Identify flaws in file system data management

1-6	 Outline the main components of the database system

1-7	 Describe the main functions of a database management 
system (DBMS)

PREVIEW
Organizations use data to keep track of their day-to-day operations. Such data is used 
to generate information, which in turn is the basis for good decisions. Data is likely to 
be managed most efficiently when it is stored in a database. Databases are involved 
in almost all facets and activities of our daily lives: from school to work, medical care, 
government, nonprofit organizations, and houses of worship. In this chapter, you will 
learn what a database is, what it does, and why it yields better results than other data 
management methods. You will also learn about various types of databases and why 
database design is so important.

Databases evolved from the need to manage large amounts of data in an organized 
and efficient manner. In the early days, computer file systems were used to organize 
such data. Although file system data management is now largely outmoded, 
understanding the characteristics of file systems is important because file systems are 
the source of serious data management limitations. In this chapter, you will also learn 
how the database system approach helps eliminate most of the shortcomings of file 
system data management.
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4

1-1  Why Databases?
So, why do we need databases? In today’s world, data is ubiquitous (abundant, global, every-
where) and pervasive (unescapable, prevalent, persistent). From birth to death, we generate 
and consume data. The trail of data starts with the birth certificate and continues all the way to a 
death certificate (and beyond!). In between, each individual produces and consumes enormous 
amounts of data. As you will see in this book, databases are the best way to store and manage 
data. Databases make data persistent and shareable in a secure way. As you look at Figure 1.1, 
can you identify some of the data generated by your own daily activities?

Data Files and Available Formats
MS Access Oracle MS SQL MySQL

Ch01_Text Yes Yes Yes Yes

Ch01_Problems Yes Yes Yes Yes

Data Files available on cengage.com

  Figure 1.1    The Pervasive Nature of Databases

A Day in Susan’s Life
See how many databases she interacts with each day

Where are the product
and stock data stored?

Where does the system
get the data to
generate product
 “recommendations” to
the customer?

Where is the pharmacy
inventory data stored?

What data about each
product will be in the
inventory data?

What data is kept about
each customer and where
is it stored?

Where does the online
travel website get the
airline and hotel data from?

What customer data would
be kept by the website?

Where would the customer
data be stored?

What particular customer
data is kept by each
website?

Where is the data about the
friends and groups stored?

Where are the “likes” stored
and what would they be
used for?

Where are the product data
stored?

Is the product quantity in
stock updated at checkout?

Does she pay with a credit
card?

In the morning, Susan
goes grocery shopping

Users

Friends

Posts

Products

Sales

Customers

Products

Sales

Customers

Products

Sales

Customers

Flights

Hotels

Customers

Later, she picks up 
her prescription at 

the pharmacy

In the afternoon, she 
orders some items 

online

At night, she plans for a trip and 
buys airline tickets and hotel 

reservations online

Before going to bed, 
Susan checks her social 

media accounts
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5Chapter 1: Database Systems

Data is not only ubiquitous and pervasive; it is also essential for organizations to survive 
and prosper. Imagine trying to operate a business without knowing who your customers are, 
what products you are selling, who is working for you, who owes you money, and to whom you 
owe money. All businesses have to keep this type of data and much more. Just as important, 
they must have that data available to decision makers when necessary. It can be argued that 
the ultimate purpose of all business information systems is to help businesses use information 
as an organizational resource. At the heart of all of these systems are the collection, storage, 
aggregation, manipulation, dissemination, and management of data.

Depending on the type of information system and the characteristics of the business, this 
data could vary from a few megabytes on just one or two topics to petabytes covering hun-
dreds of topics within the business’s internal and external environment. Telecommunications 
companies, such as Sprint and AT&T, are known to have systems that keep data on trillions of 
phone calls, with new data being added to the system at speeds up to 70,000 calls per second! 
Not only do these companies have to store and manage immense collections of data, but they 
must be able to find any given fact in that data quickly. Consider the case of Internet search 
staple Google. While Google is reluctant to disclose many details about its data storage speci-
fications, it is estimated that the company responds to over 91 million searches per day across 
a collection of data that is several terabytes in size. Impressively, the results of these searches 
are available almost instantly.

How can these businesses process this much data? How can they store it all, and then 
quickly retrieve just the facts that decision makers want to know, just when they want to know 
it? The answer is that they use databases. Databases, as explained in detail throughout this 
book, are specialized structures that allow computer-based systems to store, manage, and 
retrieve data very quickly. Virtually all modern business systems rely on databases. Therefore, 
a good understanding of how these structures are created and their proper use is vital for any 
information systems professional. Even if your career does not take you down the amazing 
path of database design and development, databases will be a key component of the systems 
that you use. In any case, you will probably make decisions in your career based on informa-
tion generated from data. Thus, it is important that you know the difference between data 
and information.

1-2  Data versus Information
To understand what drives database design, you must understand the difference between data 
and information. Data consists of raw facts. The word raw indicates that the facts have not 
yet been processed to reveal their meaning. For example, suppose that a university tracks 
data on faculty members for reporting to accrediting bodies. To get the data for each faculty 
member into the database, you would provide a screen to allow for convenient data entry, 
complete with drop-down lists, combo boxes, option buttons, and other data-entry validation 
controls. Figure 1.2(a) shows a simple data-entry form from a software package named 
Sedona. When the data is entered into the form and saved, it is placed in the underlying 
database as raw data, as shown in Figure 1.2(b). Although you now have the facts in hand, 
they are not particularly useful in this format. Reading through hundreds of rows of data for 
faculty members does not provide much insight into the overall makeup of the faculty. There-
fore, you transform the raw data into a data summary like the one shown in Figure 1.2(c). 
Now you can get quick answers to questions such as “What percentage of the faculty in the 
Information Systems (INFS) department are adjuncts?” In this case, you can quickly deter-
mine that 20 percent of the INFS faculty members are adjunct faculty. Because graphics can 
enhance your ability to quickly extract meaning from data, you show the data summary pie 
chart in Figure 1.2(d).

data
Raw facts, or facts that have 
not yet been processed to 
reveal their meaning to the 
end user.
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Information is the result of processing raw data to reveal its meaning. Data processing can 
be as simple as organizing data to reveal patterns or as complex as making forecasts or drawing 
inferences using statistical modeling. To reveal meaning, information requires context. For 
example, an average temperature reading of 105 degrees does not mean much unless you also 
know its context: Is this reading in degrees Fahrenheit or Celsius? Is this a machine tempera-
ture, a body temperature, or an outside air temperature? Information can be used as the foun-
dation for decision making. For example, the data summary for the faculty can provide 
accrediting bodies with insights that are useful in determining whether to renew accreditation 
for the university.

Keep in mind that raw data must be properly formatted for storage, processing, and pre-
sentation. For example, dates might be stored in Julian calendar formats within the database, 
but displayed in a variety of formats, such as day-month-year or month/day/year, for different 
purposes. Respondents’ yes/no responses might need to be converted to a Y/N or 0/1 format 
for data storage. More complex formatting is required when working with complex data types, 
such as sounds, videos, or images.

In this “information age,” production of accurate, relevant, and timely information is the 
key to good decision making. In turn, good decision making is the key to business survival in a 
global market. We are now said to be entering the “knowledge age.”1

Data is the foundation of information, which is the bedrock of knowledge—that is, the 
body of information and facts about a specific subject. Knowledge implies familiarity, aware-
ness, and understanding of information as it applies to an environment. A key characteristic of 
knowledge is that “new” knowledge can be derived from “old” knowledge.

information
The result of processing raw 
data to reveal its meaning. 
Information consists of 
transformed data and 
facilitates decision making.

1Peter Drucker coined the phrase “knowledge worker” in 1959 in his book Landmarks of Tomorrow. In 1994, Esther 
Dyson, George Keyworth, and Dr. Alvin Toffler introduced the concept of the “knowledge age.”

knowledge
The body of information 
and facts about a specific 
subject. Knowledge implies 
familiarity, awareness, 
and understanding of 
information as it applies 
to an environment. A key 
characteristic is that new 
knowledge can be derived 
from old knowledge.

  Figure 1.2    Transforming Raw Data into Information

a) Data entry screen b) Raw data

c) Information in summary format d) Information in graphical format
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Let’s summarize some key points:

•	 Data constitutes the building blocks of information.

•	 Information is produced by processing data.

•	 Information is used to reveal the meaning of data.

•	 Accurate, relevant, and timely information is the key to good decision making.

•	 Good decision making is the key to organizational survival in a global environment.

The previous paragraphs have explained the importance of data and how the processing of 
data is used to reveal information that in turn generates “actionable” knowledge. Let’s explore 
a simple example of how this works in the real world.

In today’s information-centric society, you use smartphones on a daily basis. These devices 
have advanced GPS functionality that constantly tracks your whereabouts. This data is stored 
and shared with various applications. When you get a new smartphone, you can use the map 
application to go places and to set up your home address (now the phone knows where you 
live!). The GPS feature in your phone tracks your daily locations. In some cases, the information 
generated is very helpful: it can help you navigate to various locations and even to find where 
you parked your car. Figure 1.3 shows screenshots from the smartphone of one of the authors. 
The phone “knows” that this is about the time he goes home and tells him how long it is going 
to take to get there. It also tells him where he parked his car; if he clicks the Parked Car icon, 
it will open a map so he can locate the car.

  Figure 1.3    Smartphone Tracking

Furthermore, in terms of privacy issues, your smartphone may know more about your 
activities than you imagine. For example, suppose that every Wednesday night you go to the 
gym and play indoor soccer with your friends. Next Wednesday night, 20 minutes before you 
leave home, your phone pops up a message saying “19 minutes to [gym address]. Traffic is light.” 
The phone has been storing GPS data on your movements to develop patterns based on days, 
times, and locations to generate this knowledge. It can then associate such knowledge as your 
daily activities provide more data points. Imagine that on Wednesday when you go to the Magic 
Box gym to play soccer, when you arrive you use Facebook on your phone to check in to the 
gym. Now, your phone also knows the name of the place where you go every Wednesday night.

As you can see from this example, knowledge and information require timely and accurate 
data. Such data must be properly generated and stored in a format that is easy to access and 
process. In addition, like any basic resource, the data environment must be managed carefully. 
Data management is a discipline that focuses on the proper generation, storage, and retrieval 
of data. Given the crucial role that data plays, it should not surprise you that data management 
is a core activity for any business, government agency, service organization, or charity.

data management
A process that focuses on 
data collection, storage, 
and retrieval. Common data 
management functions 
include addition, deletion, 
modification, and listing.
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1-3  Introducing the Database
Efficient data management typically requires the use of a computer database. A database is a 
shared, integrated computer structure that stores a collection of the following:

•	 End-user data—that is, raw facts of interest to the end user

•	 Metadata, or data about data, through which the end-user data is integrated and 
managed

The metadata describes the data characteristics and the set of relationships that links the 
data found within the database. For example, the metadata component stores information such 
as the name of each data element, the type of values (numeric, dates, or text) stored on each 
data element, and whether the data element can be left empty. The metadata provides informa-
tion that complements and expands the value and use of the data. In short, metadata presents 
a more complete picture of the data in the database. Given the characteristics of metadata, you 
might hear a database described as a “collection of self-describing data.”

A database management system (DBMS) is a collection of programs that manages the 
database structure and controls access to the data stored in the database. In a sense, a database 
resembles a very well-organized electronic filing cabinet in which powerful software (the 
DBMS) helps manage the cabinet’s contents.

1-3a  Role and Advantages of the DBMS
The DBMS serves as the intermediary between the user and the database. The database struc-
ture itself is stored as a collection of files, and the only way to access the data in those files is 
through the DBMS. Figure 1.4 emphasizes the point that the DBMS presents the end user 
(or application program) with a single, integrated view of the data in the database. The DBMS 
receives all application requests and translates them into the complex operations required to 
fulfill those requests. The DBMS hides much of the database’s internal complexity from the 

metadata
Data about data; that is, data 
about data characteristics 
and relationships. See also 
data dictionary.

database
A shared, integrated 
computer structure that 
houses a collection of related 
data. A database contains 
two types of data: end-
user data (raw facts) and 
metadata.

database management 
system (DBMS)
The collection of programs 
that manages the database 
structure and controls access 
to the data stored in the 
database.

  Figure 1.4    The DBMS Manages the Interaction between the End User and the Database
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application programs and users. The application program might be written by a programmer 
using a programming language, such as Python, Java, or C#, or it might be created through a 
DBMS utility program.

Having a DBMS between the end user’s applications and the database offers some import-
ant advantages. First, the DBMS enables the data in the database to be shared among multiple 
applications or users. Second, the DBMS integrates the many different users’ views of the data 
into a single all-encompassing data repository.

Because data is the crucial raw material from which information is derived, you must have a 
good method to manage such data. As you will discover in this book, the DBMS helps make data 
management more efficient and effective. In particular, a DBMS provides these advantages:

•	 Improved data sharing. The DBMS helps create an environment in which end users have 
better access to more and better-managed data. Such access makes it possible for end users 
to respond quickly to changes in their environment.

•	 Improved data security. The more users access the data, the greater the risks of data 
security breaches. Corporations invest considerable amounts of time, effort, and money 
to ensure that corporate data is used properly. A DBMS provides a framework for better 
enforcement of data privacy and security policies.

•	 Better data integration. Wider access to well-managed data promotes an integrated view of 
the organization’s operations and a clearer view of the big picture. It becomes much easier 
to see how actions in one segment of the company affect other segments.

•	 Minimized data inconsistency. Data inconsistency exists when different versions of the 
same data appear in different places. For example, data inconsistency exists when a 
company’s sales department stores a sales representative’s name as Bill Brown and the 
company’s personnel department stores that same person’s name as William G. Brown, or 
when the company’s regional sales office shows the price of a product as $45.95, and its 
national sales office shows the same product’s price as $43.95. The probability of data 
inconsistency is greatly reduced in a properly designed database.

•	 Improved data access. The DBMS makes it possible to produce quick answers to ad hoc 
queries. From a database perspective, a query is a specific request issued to the DBMS 
for data manipulation—for example, to read or update the data. Simply put, a query is a 
question, and an ad hoc query is a spur-of-the-moment question. The DBMS sends back 
an answer (called the query result set) to the application. For example, when dealing 
with large amounts of sales data, end users might want quick answers to questions (ad hoc 
queries). Some examples are the following:

ĎĎ What was the dollar volume of sales by product during the past six months?

ĎĎ What is the sales bonus figure for each of our salespeople during the past three months?

ĎĎ How many of our customers have credit balances of $3,000 or more?

•	 Improved decision making. Better-managed data and improved data access make it possi-
ble to generate better-quality information, on which better decisions are based. The quality 
of the information generated depends on the quality of the underlying data. Data quality 
is a comprehensive approach to promoting the accuracy, validity, and timeliness of the data. 
While the DBMS does not guarantee data quality, it provides a framework to facilitate data 
quality initiatives. Data quality concepts will be covered in more detail in Chapter 16, 
Database Administration and Security.

•	 Increased end-user productivity. The availability of data, combined with the tools that 
transform data into usable information, empowers end users to make quick, informed 
decisions that can make the difference between success and failure in the global economy.

data inconsistency
A condition in which different 
versions of the same data 
yield different (inconsistent) 
results.

query
A question or task asked by 
an end user of a database 
in the form of SQL code. 
A specific request for data 
manipulation issued by the 
end user or the application to 
the DBMS.

ad hoc query
A “spur-of-the-moment” 
question.

query result set
The collection of data rows 
returned by a query.

data quality
A comprehensive approach 
to ensuring the accuracy, 
validity, and timeliness 
of data.
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